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Detec%ng Data Errors


• Where	are	we?	
• Mo5va5on	
•  Error	Types,	Tools,	Data	sets	
• Results:	single	tool,	union,	min-k,	extra	mile	

• What	needs	to	can	be	done?	
• Ordering	
• Discovering	and	Explora5on	
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Error	=	A	value	that	is	different	from	ground	truth	



Detec5ng	Data	Errors:	Where	are	we	and	what	needs	to	be	done?	 3	

Ideal error detec%on


	
	
	

Error	Detec5on	Engine	
	
	
	
	

Table Table



Detec5ng	Data	Errors:	Where	are	we	and	what	needs	to	be	done?	 4	

Qualita%ve Evalua%on 1


	
	

Error	Detec5on	
Engine	X	

	
	

Table

Compute	precision	and	recall	

Error	Injec7on	

Table

P=	0.66					R=	0.66	
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Qualita%ve Evalua%on 1


	
	

Error	Detec5on	
Engine	Y	

	
	

Table

Compute	precision	and	recall	

Error	Injec7on	

Table

P=	0.25					R=	0.33	
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Qualita%ve Evalua%on 2


Outlier	detect	Z	Rule	detect	X	 Rule	detect	Y	



Mo%va%on


• Extensive	research	on	cleaning	algorithms	
1.	Usually	evaluated	on	errors	injected	into	clean	data	
•  Good	to	evaluate	algorithms,	but	does	not	measure	real	
recall		

2.	Tools	evaluated	against	tools	of	the	same	category	
• Well-defined	but	narrow	scope	

• How	well	do	techniques	work	“in	the	wild”?	
• What	about	combina5ons	of	techniques?		

This	study	is	not	about	finding	the	best/be@er	tools!		
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What we did [PVLDB16 – Exp track]


1.  Analyzed	5	different	real	datasets	
•  Iden5fied	general	error	types	that	can	be	discovered	by	tools	

2.  Selected	8	different	error	detec5on	systems		
3.  Measured	
•  effec5veness	of	each	single	system	
•  combined	effec5vity	
•  upper-bound	recall	

4.  Tested	impact	of	enrichment	and	domain	specific	
tools	
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Error Types
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ID FN LN ROLE ZIP ST SAL 

105 Anne Nash Emp 85281 NY 110 
211 Mark White Man 15544 NY 80 
386 Mark Lee M 85281 AZ 75 
215 Anna Smith Nash Emp 85283 1 

Constraint	
viola5on	

Duplicates	

Outliers	
Pahern	
Viola5on	



Error Detec%on Strategies


• Rule-based	detec5on	algorithms	
•  Detec5ng	viola5on	of	constraints,	such	as	(condi5onal)	
func5onal	dependencies,	denial	constraints,	…	

• Pahern	verifica5on	and	enforcement	tools	
•  Syntac5cal	paherns,	such	as	date	formanng	
•  Seman5cal	paherns,	such	as	loca5on	names	

• Quan5ta5ve	algorithms	
•  Sta5s5cal	outliers	

• Deduplica5on	
•  Discovering	conflic5ng	ahribute	values	in	duplicates	
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Tool Selec%on


• Premise:	
•  Tool	is	State-of-the-Art	
•  Tool	is	sufficiently	general	
•  Tool	covers	one	of	the	4	error	types:	
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Pahern	viola5ons	 �	 �	 �	 �	 �	

Constraint	viola5ons	 �	

Outliers	 �	

Duplicates	 �	



5 Data Sets


1.  MIT	VPF	
•  Procurement	dataset	containing	informa5on	about	suppliers	
•  Ahributes	include	names,	contact	data,	and	business	flags,	etc.	

2.  Merck	
•  List	of	IT-services	and	sorware	
•  Ahributes	include	loca5on,	number	of	end	users,	business	flags,	etc.	

3.  Animal	
•  On	field	informa5on	about	capture	of	animals		
•  Ahributes	include	tags,	sex,	weight,	etc.	

4.  Rayyan	Bib	
•  Literature	references	collected	from	various	sources	
•  Ahributes	include	author	names,	publica5on	5tles,	ISSN,	etc.	

5.  BlackOak	
•  Address	dataset	
•  Ahributes	include	names,	addresses,	birthdate,	etc.	
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5 Data Sets - con%nued


Dataset	 #	columns	 #	rows	 #	rows	ground	truth	 Errors	

MIT	VPF	 42	 24K	 13k	(par5al)	 6.7%	

Merck	 61	 2262	 2262	 19.7%	

Animal	 14	 60k	 60k	 0.1%	

Rayyan	Bib	 11	 1M	 1k	(par5al)	 35%	

BlackOak	 12	 94k	 94k	 34%	
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Pahern	viola5ons	 �	 �	 �	 �	 �	

Constraint	viola5ons	 �	 �	 �	 �	 �	

Outliers	 �	 �	 �	 �	

Duplicates	 �	 �	



Evalua%on Methodology


• We	obtained	knowledge	about	the	data	from	the	
data	owners:	
•  Quality	constraints,	business	rules,	distribu5ons	

• Best	effort	in	using	all	capabili5es	of	the	tools	
•  However:	No	heroics	
i.e.,	no	embedding	custom	Java/Python	code	in	a	tool	

•  Complete?	More	on	this	later	

• Metrics:	
•  Precision,	Recall,	F-Measure		
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Compu%ng Precision for Detec%on
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ID FN LN ROLE ZIP ST SAL 

105 Anne Nash Emp 85281 NY 110 
211 Mark White Man 15544 NY 80 
386 Mark Lee M 85281 AZ 75 
215 Anna Smith Nash Emp 85283 1 

Constraint	viola5on	
P=	1/4	

Pahern	Viola5on	
P	=	1/1	



Single Tool Performance: All Datasets


Tools	 MIT	VPF	
P							R							F	

Merck	
P							R							F	

Animal	
P							R							F	

Rayyan	Bib	
P							R							F	

BlackOak	
P							R							F	

DC-Clean	 .25	 .14		 .18	 .99	 .78	 .87	 .12	 .53	 .20	 .74	 .55	 .63	 .46	 .43	 .44	

Trifacta	 	.94	 .86		 .90	 .99	 .78	 .87	 1.0	 .03	 .06	 .71	 .59	 .65	 .96	 .93	 .94	

OpenRefine	 	.95	 .86		 .90	 .99	 .78	 .87	 .33	 .001	 .20	 .95	 .60	 .74	 .99	 .95	 .97	

Pentaho	 	.95	 .59	 .73	 .99	 .78	 .87	 .33	 .001	 .20	 .71	 .58	 .64	 1.0	 .66	 .79	

KNIME	 	.95	 .86		 .90	 .99	 .78	 .87	 .33	 .001	 .20	 .71	 .58	 .64	 1.0	 .66	 .79	

DB
oo

st
	 Gaussian	 	.07	 .07		 .07	 .19	 .00	 .01	 .00	 .00	 .00	 .41	 .13	 .20	 .91	 .73	 .81	

Histogram	 	.13	 .11	 .12	 .13	 .02	 .04	 .00	 .00	 .00	 .40	 .16	 .23	 .52	 .51	 .52	

GMM	 	.14	 .29	 .19	 .17	 .32	 .22	 .00	 .00	 .00	 .53	 .39	 .44	 .38	 .37	 .38	

Katara	 	.40	 .01	 .02	 --	 --	 --	 .55	 .04	 .07	 .60	 .39	 .47	 .88	 .06	 .11	

Tamr	 	.16	 .02	 .04	 --	 --	 --	 --	 --	 --	 --	 --	 --	 .41	 .63	 .50	

Union	 .24	 .93	 .38	 .33	 .85	 .48	 .13	 .58	 .21	 .47	 .85	 .61	 .39	 .99	 .56	

22	Detec5ng	Data	Errors:	Where	are	we	and	what	needs	to	be	done?	



Combining Tools


• Naïve	approach	
•  At	least	k	tools	agree	on	a	value	to	be	iden5fied	as	error	

•  Expected	precision-recall	trade-off	(k=1	is	Union)	
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Given	labelled	data	



Combining Tools
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Combining Tools k=1 (approx)
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Combining Tools k=2 (approx)
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Maximum Possible Recall


• Manually	checked	each	undetected	error	
• Reasoned	whether	the	error	could	have	been	
detected	by	a	refinement	of	the	tool’s	input,		
e.g.	a	more	sophis5cated	rule	or	transforma5on	

Dataset	 Best	effort	recall	 Upper-bound	recall	 Remaining	errors	

MIT	VPF	 0.92	 0.98	(+1,950)	 798	

Merck	 0.85	 0.99	(+4,101)	 58	

Animal	 0.57	 0.57	 592	

Rayyan	Bib	 0.85	 0.91	(+231)	 347	

BlackOak	 0.99	 0.99	 75	
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Enrichment and Domain-specific tools


• Enrichment	
• Manually	append	new	columns	joining	other	tables	

Ø Improves	rule-based	and	duplicate	detec5on	tools	
	

	
• Domain-specific	tool	
•  Tested	a	commercial	address	cleaning	service	

Ø High	precision	on	the	specific	domain	
Ø Very	low	increase	of	overall	recall	

Ø 2	(13)	new	errors	detected	for	MIT	VPF	(BlackOak)	
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“Where are we?” Conclusions


(1) There	is	no	single	dominant	tool	

(2) Improving	individual	tools	has	marginal	
benefit	

à	We	need	a	combina5on	of	tools	
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Detec%ng Data Errors


• Where	are	we?	
• Mo5va5on	
•  Error	Types,	Tools,	Data	sets	
• Results:	single	tool,	union,	min-k,	extra	mile	

• What	needs	to	can	be	done?	
• Ordering	
• Discovering	and	Explora5on	
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Combining Tools


• Naïve	approach	
•  At	least	k	tools	agree	on	a	value	to	be	an	error	

•  Expected	precision-recall	trade-off	(k=1	is	Union)	
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Labelled	data	



Combining Tools


• Naïve	approach	
•  At	least	k	tools	agree	on	a	value	to	be	an	error	

•  Expected	precision-recall	trade-off	(k=1	is	Union)	

Detec5ng	Data	Errors:	Where	are	we	and	what	needs	to	be	done?	 32	

1.  What	is	the	right	k	for	a	given	dataset?	

Unlabelled	data	



Combining Tools


• Naïve	approach	
•  At	least	k	tools	agree	on	a	value	to	be	an	error	

•  Expected	precision-recall	trade-off	(k=1	is	Union)	
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1.  What	is	the	right	k	for	a	given	dataset?	
2.  Validate	thousands	values:	up	to	87%	are	

correct!	

Labelled	data	



Combining Tools


• Naïve	approach	
•  At	least	k	tools	agree	on	a	value	to	be	an	error	

•  Expected	precision-recall	trade-off	(k=1	is	Union)	
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Unlabelled	data	

1.  What	is	the	right	k	for	a	given	dataset?	
2.  Validate	thousands	values:	How	to	minimize	effort?	



Combining Tools – unlabelled data


• Minimize	valida5on	of	possible	errors	
• Maximum	entropy-based	order	selec5on:	

1.  Run	all	tools	on	samples	and	verify	the	results	
2.  Pick	the	tool	with	highest	precision	
3.   Verify	the	results	
4.   Update	precision	and	recall	of	other	tools	accordingly	

(implicitly	exploits	k	overlap)	
5.  Repeat	step	2	

Drop	tools	with	precision	below	threshold	(e.g.,	10%)	
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Ordering-based approach
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•  Precision	and	recall	with	different	minimum	precision	thresholds	
(compared	to	union)	

Rayyan	Bib	
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<35%	valida5ons	wrt	union		

5%	of	tuples	sampled	to	bootstrap	algorithm	



Which tools are adopted?
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Ideal error detec%on


	
	
	

Error	Detec5on	Engine	
	
	
	
	

Table Table
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Real error detec%on


	
	
	
	

Python/Java/ETL…	
	
	
	

Table Table
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Real error detec%on


	
	
	
	

Python/Java/ETL…	
	
	
	

Table Table
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Trifacta Wrangler
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Open Refine
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Tamr




Discovery and Explora%on


• Successful	for	simple	paherns	
• More	challenging	for	complex	rules	
• Pair-wise	comparisons	
• Quadra5c	in	the	number	of	tuples	(DCs)	

• All	a@ributes	subsets	
•  Exponen5al	in	rela5on’s	arity	(lance	helps)	

• Mining	not	robust	to	noise	
• Approximate	rules	with	>10%	errors	are	useless	
or	buried	in	thousands	of	candidates	

• Sampling	makes	problem	much	harder!	
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“What can be done?” Conclusions


(1)  Picking	the	right	order	in	applying	the	tools	can	
improve	the	precision	and	help	reduce	the	cost	of	
valida5on	by	humans	

•  Algorithms	for	op.mal	solu.on:	threshold	that	maximizes	
F-measure	and	minimize	user’s	valida.ons	

•  Budget	version	of	the	problem?	How	to	be@er	use	
overlap?		

(2)  Data	explora5on	and	metadata	discovery	is	key	for	
adop5on	and	real	impact	

•  Efficient	and	robust	interac.ve	mining:	call	for	ML	solu.ons		
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